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Background 
 
The World Health Organization has been tracking the health status of nearly every country in 
the world for a number of years now. Part of this measure includes the average healthy life 
expectancy at birth of population of each of these countries. It is hard to pin point the exact 
factors that contribute to an increased or decreased life expectancy as that is likely to be 
different for every country with its individual problems strengths. However, some factors such 
as disease, economic conditions, government expenditure and so on are factors that are 
universal and could directly or indirectly affect how long people are likely to live.  
 
There has been considerable research done on the health of countrys’ populations but there 
seems to be a gap when considering the overall health of people around the world but most of 
those researches are targeted at specific indicators such as the effect of smoking on health or 
the effect of fast food on obesity rates. As an organization responsible for international public 
health and a member agency of the United Nations, the WHO and other similar agencies would 
benefit from the knowledge of the factors that affect life expectancy on a global scale 
compared with those that affect life expectancy on a more individual scale. This knowledge can 
provide insights on which areas health organizations should be focusing on and where 
government spending should go. Furthermore, those areas that seem to be increasing in risk 
and be identified and efforts can be made rectify them. It is no revelation that the increased 
doubts and lack of trust in immunizations in recent years are resulting in the resurfacing of 
previously controlled diseases and increased risk from future diseases. While this might seem 
like a problem on an individual level, specific to those who refuse immunization, it is possible 
that the drop in herd immunity could be leading to the poorer health of a whole population. 
These are just some of the questions this research is hoping to answer. As we begin explore the 
data at our disposal, more questions and possible answers are expected to arise.  
 

Data Sources: 
 
Kaggle: https://www.kaggle.com/kumarajarshi/life-expectancy-
who?select=Life+Expectancy+Data.csv 
 

The dataset related to life expectancy was found on Kaggle and includes health factors 
for 193 countries has been collected from the same WHO data repository website and its 
corresponding economic data was collected from the United Nation. Among all categories of 
health-related factors only those critical factors were chosen which are more representative. 
Other complimentary data was collected from Euromonitor and added to the dataset for a 
more thorough analysis. The timeline for the data consists of the years 2000 to 2015. Including 



data earlier than that period would have caused bias in the model as many countries had not 
implemented the level of immunization and other health related policies until recent years and 
many had not begun data collection. The chosen dataset consisted of 2939 rows and 22 
columns.  

Upon first observation of the dataset, we were able to consider a large number of 
investigative questions that could be answered by the data but targeted our focus towards only 
those that could be used by an international health organization and could have far reaching 
impacts. These included but were not limited to: 

 
1. What are the variables that are most highly linked with life expectancy? 

 
2. Amongst them, which are the ones that have a negative correlations and which 

ones have a positive correlation to life expectancy? 
 

3. Is there a link between government expenditure and life expectancy? If yes, 
what are the areas where government spending should be increased in order to 
increase life expectancy? 

 
4. Is there any link between the income composition and life expectancy? 

 
5. Are any particular diseases directly influencing the life expectancy of a nation’s 

population?  
 

6. What is the effect of immunization on a country’s overall life expectancy? 
 

7. Will improving the literacy rate of a country improve its life expectancy? 
 

8. Is there a strong link between life expectancy and the physical health of people? 
 

After our initial assessment of the dataset, we noticed some errors in the data with some 
variables having a large number of observations that seemed incorrect so we decided to tally 
they number with the original sources of data and found some inconsistencies. Apart from that, 
there were a considerable number of variables that had missing data, the exclusion of which 
would have led to an inaccurate model. Therefore, we had to trace some variables to their 
source and extract their data and include it in our dataset. Apart from that, we decided to 
include some extra variables that were not present in the dataset which we felt would be 
relevant to our goal.  
 

Data Cleaning & Preparation 
 
Before the dataset was exported in to the modeler, we looked through the data structure and 
the definition of each variable to gain some background knowledge. Then started creating the 
data dictionary and understanding the unit of each variable, we unified the variables if the unit 



is per 100 population vaccinated, we would make it to percentage in order to make it more 
readable.  
 
The variables which are per 1000 vaccinated were Adult Mortality, Health Expenditure, 
Hepatitis B, Polio, Government Expenditure, HIV/AIDS, Thinness 10-19 and Thinness 5-9. 
 
Some variables required more extensive investigation which is detailed below:  
 
BMI: 
 
Originally, the BMI variable in our dataset was ranging from 1.5 to 80 seemed incorrect so we 
looked up the variable form Euromonitor and then extracted and replaced that variable. The 
dataset in Euromonitor was quite messy in the first place. Fortunately, they had enough BMI 
value for us to fill into the original dataset.  
 

 
 

1. Pivoted the data in Tableau Prep Builder  
2. Wdierred my data using R(dplyr) package 
3. Used Excel SUMIFS to merge the New BMI into original dataset 

 
Now the BMI variable is ranging from 19.8 to 32.1, which makes more sense, and I removed the 
records contain blank values.  
 
R code is given for the widerring action: 
library("readxl") 
my_data <- read.csv("Output2.csv") 
str(my_data) 
library(tidyr) 
widedata <- pivot_wider(my_data,names_from = Alias, values_from = Value) 
print(widedata) 
write.table(widedata,file="CleanCSV.csv",sep=",") 
 
The values for GDP did not seem correct for some countries so we tallied that data with the 
original source which we found in the World Bank website. We extracted the World Bank data 
and replaced the numbers for GDP by using the same method we used for BMI above.  
 



At the end, the list of variables and their definitions is as below: 
 

Country String Name of Country 

Year Date Year which the statistic corresponds to 

Status String Indicating where the country is Developing or Developed  

Life Expectancy Numeric Healthy life expectancy at birth (in years) 

Adult Mortality (%) Numeric % of Adults dying between age 15 and 60 per 1000 population 

Alcohol (L) Numeric Alcohol consumed per capita (15+) (In liters of Pure Alcohol 

Health Expenditure (%) Numeric Health Expenditure / GDP per Capita 

Health Expenditure  Numeric Health Expenditure per Capita of GDP 

Hepatitis B (%) Numeric % of Hepatitis B immunization coverage among 1 year-old  

Measle Cases Numeric Measle yearly reported cases 

BMI Numeric Body mass in Kilogram / Height(m)^2 

Polio (%) Numeric % of Polio (Pol3) immunization coverage among 1-year-old 

Government Expenditure Numeric General government expenditure on Health as a percentage of 
total government expenditure 

Diphtheria (%) Numeric Diphtheria tetanus toxoid and pertussis (DTP3) immunization 
coverage among 1-year-olds 

HIV/AIDS Numeric % of Deaths live births HIV/AIDS (0-4 years) 

GDP Numeric Gross Domestic Product per Capita (USD) 

Population Numeric Population of the Country 

Thinness 10-19 (%) Numeric Prevalence of thinness among children for Age 10 to 19 

Thinness 5-9 (%) Numeric Prevalence of thinness among children for Age 5 to 9 

Income Composition Numeric Human Resource Development is composed of three 
dimensions: Long and Healthy Life, Knowledge, A Decent 
Standard of Living. Income composition is in the field of decent 
standard of living. It's used GNI per Capita with natural log to 
get the final value, also known as Income Index. 

Schooling Numeric Number of years Spent on Schooling 

 
 

 
The new dataset was exported in to IBM SPSS Modeler and the more complex data cleaning 
process began.  
 
Importing Data 
The dataset was converted from XLSM to CSV format. Data was imported in to modeler through 
a SAV node and a table node was attached to observe that the data was correct. A type node 
was attached and the records were read and Country was set as Record ID while all other 



variables were kept as input until the cleaning process was completed. Status was set as Flag, 
Year as Ordinal, Country as Nominal and the rest were kept as continuous.  
 
Data Analysis 
A Data Analysis node was attached and the first thing noticed was an imbalance in the number 
of observations based on years where 2013 showed 10 observations more than any other year. 

 
 

 
It appears that some unique countries exist that have data only for 2013 
 
Cook islands 
Dominica 
Marshall Islands 
Monaco 
Nauru 
Niue 
Palau 
Saint Kitts and Nevis 
San Marino 
Tuvalu 
 
Coincidently, each of these countries showed a 0 value for life expectancy which proved a 
useful observation to remove them. Using a SELECT node, we created the expression @NULL 
(‘Life Expectancy) and set mode as discard.  
 
 



 
The data for each year has now bee balanced.  
 
The variable for population showed a minimum value of 34. Closer observation revealed that 
not only was data missing for many countries but a number of observation for population were 
below  100. Gathering population data for every country with missing data would have taken 
too long and thus we removed the variable from our analysis using a filter node.  
 
Almost all of the variables had close to hundreds of observations that were recorded as zero. 
While that is possible for some variables such as number of measles cases which has been 
eradicated in some countries, it was impossible to be correct for many other continuous 
variables in our set. It became evident that these were observations that had no recorded data 
as some countries has not begun recording data even after the year 2000. We decided to treat 
them as missing values by attaching a filler node added the variables for Hepatitis B, Polio, 
Government Expenditure, Diphtheria, Thinness, Income Composition of resources, Schooling 
and BMI and selected Replace based on the condition @FIELD=0 and set replace to undef to 
treat them as null values.  
 
We found a considerable number of values missing for GDP and noticed that those same 
countries had missing values for many of the other variables such as health expenditure which 
were important to our analysis. We decided to exclude the observations that did not show GDP 
by adding a SELECT node and using a statement for discard which read 

 
We added the same statement for Health Expenditure as well.  
 
We were now left with 2527 records which was nearly 400 fewer than our original data but still 
enough to create a considerably accurate model. The rest of the missing data was left for 
imputation.  
 
Treating Missing Data  
 
For variables such as Hepatitis B, the missing values were in the hundreds. We wanted to use a 
method of imputing missing data that would be closest to accurate and simply replacing it with 



mean or mode would not have gained that since the difference between developed and 
developing countries can be noticeable and thus the mean would be biased towards one side. 
Instead, we used statements that would replace a missing variable for a developed country with 
the mean of only developed countries and the missing value for a developing country with the 
mean of only developing countries. Below is a screenshot of the supernode along with a sample 
of the condition that was used. 
 

 
 

Hepatitus 
Developing mean: 0.79 
Developed mean: 0.879 
 
Income composition  
Developing: 0.614 
Developed: 0.85 
 
Schooling  
Developing  11.3 
Developed 15.7 
 
BMI  
Developing : 24.7 
Developed 25 
*Not much difference so we go with random mean 
 
After imputing missing fields, the outliers for Hepatitis B increased but rest remained same 
 
Treating Outliers 
 
Alcohol outliers are those that have very high consumption like Ireland, Belarus, Estonia. We 
will leave them as they represent the actual state of these countries.  
 
Health expenditure has outliers but it could be directly linked to life expectancy 
 
Hepatitis outliers are coming from developing countries like India that have very low 
immunization and high cases of the disease.  



 
For Measles, there was high skewness because the disease is said to have been eradicated in 
some countries but some African countries have extremely high numbers.  
 
Low polio immunizations numbers are coming from some developing countries in the early 
years of the 2000s. But they improve with as the years pass and increase to higher numbers as 
Polio vaccinations around the world increased.  
 
Since it became clear that most outliers were important to keep for us to create an accurate 
model as it could have been the case that countries with extremely high or extremely low 
numbers could have life expectancy number that correlate highly with those. 
 
Instead, we only removed the extreme values as we did not want them influencing the model 
too much but kept most of the outliers.  
 
 
Model Selection 
 
Since most of the variables in our dataset are continuous and our target variable is also a 
continuous variable, we were limited in the options for model and most of the algorythms like 
C5 Decision Tree and others we learnt in class are better at predicting categorical variables. 
Therefore, we selected two models that are said to work well with continuous variables; Linear 
Regression and Neural Networks.  
 
We partitioned the dataset in to 60% Training and 40% Testing and attached a Type node to 
make our final variable selection. The selected variables in our models are as follows.  
 

 
 
We removed health expenditure % as that coincides with the variable below it 
 

Linear Regression 
  



The first model we ran was using a Stepwise method which identified that the best fit was 
achieved when using all of the selected input variables so we maintained our selection for the 
rest of the analysis.  
 

 
 
The adjusted R square is close to 1.0 which implies an effective model. If it was any higher like 
0.9, then that would have been less believable and further investigation would have been 
needed.  

 
 
The above graph shows the predictors based on their level of importance. As expected, there 
seems to be a strong link between life expectancy and the income of people which directly 
impacts their lifestyle as high income household have access to better healthcare and healthier 
food options. This is especially true for countries where universal healthcare doesn’t exist.  
 
Education is another important factor which influences the choices people make about their 
eating habits, lifestyle and other factors. Countries with higher literacy rates also experience 
lower crime rates and are less at risk for wars and terrorist activities.  
 
Health Expenditure per capita is how much each individual spends on health. Those countries 
that spend more on healthcare and which comprises a larger portion of their GDP live longer 
lives. In some countries, especially those that are highly religious, there is less faith in 
healthcare modern healthcare systems and those populations rely more heavily on traditional 
medicines. Unfortunately, there is no scientific proof that most of those methods are effective 
and we see lower life expectancy in countries which spend less on modern medicine.  
 
Government expenditure is important as we have seen countries like most Scandinavian ones 
that offer free universal healthcare to their populations regardless of their ability to afford it or 
not. These countries also tend to have healthier populations are thus better life expectancy.  
 



Surprisingly, GDP did not come out as one of the top variables. That implies that the wealth of 
economic status does not directly affect the life expectancy of a nation. A prime example is the 
United States which is the richest country in the world but also has one of the highest rates of 
obesity and heart conditions. Some smaller countries like Cyprus that has a GDP incomparable 
to the larger richer ones is also one of the healthiest countries I the world due to their diets. 
 
Immunizations also have a link to life expectancy but that relationship could not be gauged 
based on only the variables we have as many diseases are higher or lower in different 
countries. While Polio might be eradicated in many countries, some third world ones like 
Pakistan and India still have populations that are resistant to vaccines.  
 
 

 
 
The figures above represent the linear regression equation and allow us to understand whether 
the relationship between these variables and the life expectancy is negative or positive and the 
degree to how much they affect the life expectancy figure. Some of the variables have a 
negative relationship. For example, as Alcohol consumption goes down, life expectancy goes 
up. Same is the case for Adult Mortality, Measles Cases, HIV/AIDS. Surprisingly, Hepatitis 
Immunizations have a negative relationships. That could be because countries with high 
hepatitis cases are usually the poorer developing one and the more developed are not getting 
vaccinated for it as the disease has likely been eradicated from their nations.  
 
The rest of the variables have a positive relationship which shows that as expenditure on 
health, schooling, BMI, and other immunizations goes up, so does life expectancy.  
 
 



 
 
Nearly all variables in our model are significant except for GDP, Thinness, BMI and Measles. We 
will not include these in our recommendations. The insignificance of Measles is likely because 
most cases are coming from select regions mainly African.  
 
Training 
 

 
 
 
The gains chart for the training set shows the best predictive outcome in the 78th percentile 
with a gain of 97% meaning that 97% of the hits are gained in the first 78% sample.  
 
The testing is strikingly similar with the best predictive outcome at the 78th percentile and 
getting 98% of the hits.  
 
That is an exceptionally high accuracy for our model.  
 

Neural Networks 
 
The 2nd model we used was with the Neural Networks Algorithm. The results are as below.  



 
 
The model shows a 90% accuracy which implies a highly effective model.  
 
However, the predictors with importance differ slightly. It shows HIV as the most important 
while Adult Mortality comes in 2nd. We would credit this to a model bias, as adult mortality and 
life expectancy are two variables that are likely to be highly correlated. Reducing adult mortality 
will obviously improve life expectancy as the average number of people living beyond 65 years 
will increase. HIV is a disease most common in extremely poor countries and has reduced 
greatly in most developed nations. This could be leaning more towards figure from the early 
2000s where cases were higher. The other variables like Income, Expenditure and schooling 
coincide with our other model.  
 



 
The best predictive accuracy in the testing set is gained at 77th percentile with 96% of the hits.  
 

 
The testing set shows 78th percentile with 97% of the hits. Both the models have very similar 
accuracy. 
 
 

Recommendations 
 
Both our models are highly accurate but the better outputs are gained from the Linear 
Regression model which is known to work better with continuous variables by reducing the sum 
of squares of distance between the regression line and the actual numbers. Based on the 
results we would recommend that nations need to focus heavily on the schooling and 
increasing government spending on healthcare and possibly make universal healthcare more 
available. Since improving the income composition is not something an international health 
organization can achieve since there are many other factors that contribute to it and nor can a 
country’s GDP be improved since that is dependent on the country’s innate strength and 
governing.  
 



Instead, what an international health organization can do is start campaigns where they reach 
out to the developing nations and contribute in terms of building schools. We already see 
organizations such as UNICEF making that their main priority. If more organizations got involved 
in this agenda, not only will it increase literacy but will also improve life expectancy. As more 
people are educated, they will make better life choices, will be less involved in crimes, will focus 
on better employment opportunities and will in turn improve a nations’ income composition 
and GDP as well with the availability of more skilled workers.  
 
Other campaigns would revolve around sending their teams in to areas where there is little 
trust in modern medicine. Campaigns that immunize children for polio and other diseases in 
rural areas are necessary but in order for them to be effective, people need to be willing to 
adopt these methods by eradicating doubts in their use and effectiveness. Education also needs 
to be provided on the risks of relying too heavily on traditional medicines such as herbal 
remedies. Such campaigns can get people to put more faith in healthcare systems and thus 
improve their healthy standards by seeking medical attention from professionals.  
 
 
 
 
 
 


